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COMPRESSING AND CORRECTING
DIGITAL MEDIA

If you talk to most teenage mobile telephone users, they will be experts in data compression [4]. Sadly, money
rather than Computer Science is their motivation. Short Message Service (SMS) text messages [18] cost the
sender some money and, in addition, are limited to 160 characters per-message; a similar limitation is inherited
by newer messaging services like Twitter (140 characters is actually 160 characters minus 20 for any meta-
data). Although Twitter messaging is (currently) free, SMS turns out to be a relatively expensive means of
communication. For example, Nigel Bannister, a lecturer at the University of Leicester, made a comparison used
on the Channel 4 documentary [1] called The Mobile Phone Rip-Off: at £0.05 per-message in 2008, transmitting
1MB of data using SMS costs about £374.49 whereas transmitting the same amount from the Hubble Space
Telescope [10] to earth only costs about £8.85!

But I digress. The point is that no matter what means of communication we choose, it makes sense to pack
as much information into each message as we can. For example the message

“R U @ hm cuz I wnt 2 cm ovr”

is only 27 characters long and looks like gibberish [19]. To the trained eye, however, it easily translates into the
message

“are you at home because I want to come over”

which is a massive 43 characters.
We have compressed the message: the first message is shorter than the second, and perhaps costs less as a

result. Of course, there is a trade-off or balance between how much we save in terms of communication and
how much work we do to compress and decompress the text: typically the more cryptic a text message, the
harder it becomes for someone to understand it.

The idea of compressing data is not a new one, but is often hidden by new trends in technology. Only
a generation ago for example, before the advent of high-speed broadband and wireless Internet connections,
communication between computers was achieved using a MODEM [14]. The purpose of such a device was
to convert digital data into analogue sounds that could be sent along a normal telephone line; this allowed
computers to “talk” to each other. However, the speed at which they could talk was slow in comparison to
the speed at which they did everything else. Early MODEMs could transmit data at less than 1kB s−1: I can
remember transmitting the contents of 880kB floppy disks to my friend using a MODEM, it literally took all
day! People quickly realised that compressing the data first could help: if there was less data to send, it would
take less time to send it and also reduce their telephone bill. Exactly the same story is true of storage. Again
looking back only a generation ago, it would have been seen as quite extravagant to own a 50MB hard disk.
Constrained by cost, people using even smaller hard disks than this realised that they could extend the limits
of the space they did have by compressing files which were not in use. It was common practice, whenever
they finished writing a document, to first save it onto the hard disk and then compress it so that it took up less
space.

These days one can buy a 50GB hard disk, so it might appear that the need for compression has disappeared:
with large bandwidth and storage capacities, who really needs it? The problem is that people have a tendency
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(a) The front and rear surfaces of a real CD.

land

pit

(b) A conceptual view of the rear CD surface.

Figure 1: An illustration of pits and lands on a CD surface.

to fill up whatever bandwidth or storage capacity is provided with new forms of data produced by new forms
of application! As an example, consider the rise in use of digital photography: armed with digital cameras,
people are now used to taking many photographs every time they do something or go somewhere. It is highly
likely that the average person takes over 1000 pictures per-year; over a lifetime that is a lot of data to store!

So we can compress data and save money when we communicate or store it. The next problem is, when we
receive or read the data how do we know that is what was meant? How do we know there were no errors that
may have corrupted the data so that instead of

“R U @ hm cuz I wnt 2 cm ovr”

the recipient actually gets the even less intelligible

“Q T ? gl btx H vms 1 bl nuq”

i.e., each character is “off by one”. The answer lies in the two related techniques of error detection and error
correction [6]. The idea is that we add some extra information to the data we communicate or store so that if
there is an error it is at least apparent to us and, ideally, we can also correct it. Returning to reminiscing about
MODEMs, the advantage of an error correction scheme should be apparent: computers used MODEMs to talk
over noisy telephone lines. We have all used a telephone where there is a bad connection for example. Humans
deal with this reasonably well because they can ask the person with whom they are talking to “say that again”
if they do not understand something. Computers can do the same thing, but first they need to know that they
do not understand what is being said; when the data they are communicating is simply numbers, how can a
computer know that one number is right while another is wrong? Error detection and correction solve this
problem and are the reasons why after a day spent sending the content of floppy disks via our MODEMs, my
friend did not end up with 880kB of nonsense data he could not use.

The goal of this Chapter is to investigate some schemes for data compression and error correction in a context
which should be fairly familiar: we will consider data stored on a Compact Disk (CD) [3]. This is quite a neat
example because when introduced in the early 1980s, the amount of data one could store on a CD and their
resilience against damage were two of the major selling points. Both factors (plus some effective marketing)
enabled the CD to replace previous technologies such as the cassette tape. The “official” CD specifications are
naturally quite technical; our goal here is to give just a flavour of the underlying techniques using the CD as a
motivating example.

1 A compact disk = a sequence of numbers

Roughly speaking, you can think of the content of a CD as being a long spiral track onto which tiny marks
are etched: a pit is where a mark is made, a land is where no mark is made. The physical process by which
a writer device performs the marking depends slightly on the CD type. But however it is written, the idea is
that a reader device can inspect the surface of a CD and detect the occurrence of pits and lands. It is easy to
imagine that instead of talking about pits and lands we could write down the content as a sequence such as

A = 〈0, 1, 0, 1〉
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An aside: a magic trick based on binary numbers (part #1).

A popular magic trick is based on binary representations of numbers: you might have seen the trick itself
before, which is a common (presumably since it is inexpensive) prize inside Christmas crackers. The whole
thing is based on 6 cards with numbers written on them:

1 3 5 7 9 11 13 15
17 19 21 23 25 27 29 31
33 35 37 39 41 43 45 47
49 51 53 55 57 59 61 63

2 3 6 7 10 11 14 15
18 19 22 23 26 27 30 31
34 35 38 39 42 43 46 47
50 51 54 55 58 59 62 63

4 5 6 7 12 13 14 15
20 21 22 23 28 29 30 31
36 37 38 39 44 45 46 47
52 53 54 55 60 61 62 63

8 9 10 11 12 13 14 15
24 25 26 27 28 29 30 31
40 41 42 43 44 45 46 47
56 57 58 59 60 61 62 63

16 17 18 19 20 21 22 23
24 25 26 27 28 29 30 31
48 49 50 51 52 53 54 55
56 57 58 59 60 61 62 63

32 33 34 35 36 37 38 39
40 41 42 43 44 45 46 47
48 49 50 51 52 53 54 55
56 57 58 59 60 61 62 63

To pull off the trick, we follow these steps:

1. Give the cards to your target and ask them to pick a number x that appears on at least one card, but to
keep it secret.

2. Now show them the cards one-by-one: each time, ask them whether x appears the card or not. If they
tell you x does appear on a card then place it in a pile, otherwise discard it.

3. To “magically” guess the number chosen, just add up each top, left-hand number on the cards in your
pile.

where for the sake of argument, imagine a pit is represented by a 1 and a land is represented by a 0. Quite
often it is convenient to interpret the CD content represented by A in different ways that suit whatever we are
doing with it. To this end, we need to understand how numbers are represented by a computer.

1.1 Decimal and binary representation

As humans, we are used to working with base-10 or decimal numbers because (mostly) we have ten fingers
and toes; this means the set of valid decimal digits is {0, 1, . . . , 9}. Imagine we write down a decimal number
such as 123. Hopefully you can believe this is sort of the same as writing the sequence

B = 〈3, 2, 1〉

given that 3 is the first digit of 123, 2 is the second digit and so on; we are just reading the digits from left-to-right
rather than from right-to-left. How do we know what 123 or B means? What is their value? In simple terms,
we just weight each of the digits 1, 2 and 3 by a different amount and then add everything up. We can see for
example that

123 = 1 · 100 + 2 · 10 + 3 · 1

which we might say out loud as “one lot of hundred, two lots of ten and three units” or “one hundred and
twenty three”. We could also write the same thing as

123 = 1 · 102 + 2 · 101 + 3 · 100

since any number raised to the power of zero is equal to one.
In our example, the sequence B consists of three elements; we can write this more formally by saying |B| = 3

meaning “the size of B is three”. The first element of the sequence is B0 and clearly B0 = 3; likewise for the
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An aside: a magic trick based on binary numbers (part #2).

Why does this work? Basically, if we write a number in binary then we are expressing it as the sum of some
terms that are each a power-of-two. You can see this by looking at some examples:

1 = 1 = 20

2 = 2 = 21

3 = 1 + 2 = 20 + 21

4 = 4 = 22

5 = 1 + 4 = 20 + 22

6 = 2 + 4 = 21 + 22

7 = 1 + 2 + 4 = 20 + 21 + 22

...
...

Notice that the top, left-hand number t on each card is a power-of-two; all the other numbers on a given card
are those where t appears as a term when we express it in binary. Look at the first card for example: each of
the numbers 1, 3, 5, 7 and so on include the term t = 20 = 1 when we express it in binary. Or, on the second
card each of the numbers 2, 3, 6, 7 and so on include the term t = 21 = 2.

So given a pile of cards on which x appears, we recover it more or less in reverse. Imagine the target selects
x = 35 for example. Look at the cards: if we ask the target to identify cards on which 35 appears, we get a pile
with those whose top, left-hand numbers are 1, 2 and 32 ... when we add them up we clearly recover

20 + 21 + 25 = 1 + 2 + 32 = 35.

To a target with no understanding of binary, this of course looks far more like magic than Mathematics!

second and third elements we have B1 = 2 and B2 = 1. It might seem odd naming the first element B0 rather
than B1, but we almost always count from 0 rather than 1 in Computer Science. We can now rewrite

123 = 1 · 102 + 2 · 101 + 3 · 100

as the summation

123 =

|B|−1∑
i=0

Bi · 10i.

In words, the right-hand side means that for each index i between 0 and |B| − 1 (since |B| = 3 this means i = 0,
i = 1 and i = 2) we add up terms that look like Bi · 10i (i.e., the terms B0 · 100, B1 · 101 and B2 · 102). This means
we add up

B0 · 100 = 3 · 100 = 3 · 1 = 3
B1 · 101 = 2 · 101 = 2 · 10 = 20
B2 · 102 = 1 · 102 = 1 · 100 = 100

to make a total of 123 as expected. As a final step, we could abstract away the number 10 (which is called the
base of our number system) and simply call it b. This means that our number

123 =

|B|−1∑
i=0

Bi · 10i

can be rewritten as

123 =

|B|−1∑
i=0

Bi · bi

for b = 10. So to cut a long story short, it is reasonable to interpret the sequence B as the decimal number 123 if
we want to do so: all we need know is that since B represents a decimal sequence, we need to set b = 10.

The neat outcome is that there are many other ways of representing 123. For example, suppose we use a
different value for b, say b = 2. Using b = 2 equates to working with base-2 or binary numbers; all this means
is our weights and digit set from above change. We could now express the number 123 as the binary sequence

C = 〈1, 1, 0, 1, 1, 1, 1, 0〉.
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For b = 2, the set of valid binary digits is {0, 1}. The value of C is therefore given by

|C|−1∑
i=0

Ci · 2i

as before, which since |C| = 8 means we add up the terms

C0 · 20 = 1 · 20 = 1 · 1 = 1
C1 · 21 = 1 · 21 = 1 · 2 = 2
C2 · 22 = 0 · 22 = 0 · 4 = 0
C3 · 23 = 1 · 23 = 1 · 8 = 8
C4 · 24 = 1 · 24 = 1 · 16 = 16
C5 · 25 = 1 · 25 = 1 · 32 = 32
C6 · 26 = 1 · 26 = 1 · 64 = 64
C7 · 27 = 0 · 27 = 0 · 128 = 0

to obtain the number 123 as before.
Now we can move away from the specific example of 123, and try to think about a general number x. For

a given base b, we have the digit set {0, 1, . . . , b − 1}. Remember that for b = 10 and b = 2 this meant the sets
{0, 1, . . . , 9} and {0, 1}. A given number x is written as a sequence of digits taken from the appropriate digit set,
i.e., each i-th digit xi ∈ {0, 1, . . . , b − 1}. We can express the value of x using n base-b digits and the summation

x =

n−1∑
i=0

xi · bi.

The key thing to realise is that it does not matter so much how we write down a number, as long as we take
some care the value is not changed when we interpret what it means.

1.2 Decimal and binary notation

Amazingly there are not many jokes about Computer Science, but here are two:

1. There are only 10 types of people in the world: those who understand binary, and those who do not.

2. Why did the Computer Scientist always confuse Halloween and Christmas? Because 31 Oct equals 25
Dec.

Whether or not you laughed at them, both jokes relate to what we have been discussing: in the first case there
is an ambiguity between the number ten written in decimal and binary, and in the second between the number
twenty five written in octal and decimal.

Still confused? Look at the first joke: it is saying that the literal 10 can be interpreted as binary as well as
decimal, i.e., as 1 · 2 + 0 · 1 = 2 in binary and 1 · 10 + 0 · 1 = 10. So the two types of people are those who
understand that 2 can be represented by 10, and those that do not. Now look at the second joke: this is a play
on words in that “Oct” can mean “October” but also “octal” or base-8. Likewise “Dec” can mean “December”
but also “decimal”. With this in mind, we see that

3 · 8 + 1 · 1 = 25 = 2 · 10 + 5 · 1.

i.e., 31 Oct equals 25 Dec in the sense that 31 in base-8 equals 25 in base-10.
Put in context, we have already shown that the decimal sequence B and the decimal number 123 are basically

the same if we interpret B in the right way. But there is a problem of ambiguity: if we follow the same reasoning,
we would also say that the binary sequence C and the number 01111011 are the same. But how do we know
what base 01111011 is written down in? It could mean the decimal number 123 (i.e., one hundred and twenty
three) if we interpret it using b = 2, or the decimal number 01111011 (i.e., one million, one hundred and eleven
thousand and eleven) if we interpret it using b = 10!

To clear up this ambiguity where necessary, we write literal numbers with the base appended to them. For
example 123(10) is the number 123 written in base-10 whereas 01111011(2) is the number 01111011 in base-2. We
can now be clear, for example, that 123(10) = 01111011(2). If we write a sequence, we can do the same thing:
〈3, 2, 1〉(10) makes it clear we are still basically talking about the number 123. So our two “jokes” in this notation
become 10(2) = 2(10) and 31(8) = 25(10).

git # b4055dd3 @ 2019-05-13 7

mailto:dan@phoo.org
mailto:csnps@bristol.ac.uk


© Daniel Page 〈dan@phoo.org〉 and Nigel P. Smart 〈csnps@bristol.ac.uk〉

1.3 Grouping bits into bytes

Traditionally, we call a binary digit (whose value is 0 or 1) a bit. Returning to the CD content described as the
sequence of bits called A, what we really had was a sequence which we could interpret as a single (potentially
very large) number written in binary. Imagine we write a similar sequence

D = 〈1, 1, 0, 0, 0, 0, 0, 0, 1, 0, 0, 0, 1, 0, 1, 0〉.

One could take D and write it to the CD surface directly, or instead we could write it in groups of bits. The
second approach would be sort of like constructing and writing a new sequence, for example splitting the bits
of D into groups of four,

E = 〈〈1, 1, 0, 0〉, 〈0, 0, 0, 0〉, 〈1, 0, 0, 0〉, 〈1, 0, 1, 0〉〉

or eight,
F = 〈〈1, 1, 0, 0, 0, 0, 0, 0〉, 〈1, 0, 0, 0, 1, 0, 1, 0〉〉.

So E has four elements (each of which is a sub-sequence of four elements from the original sequence), while
F has two elements (each of which is a sub-sequence of eight elements from the original sequence). We call a
group of four bits a nybble and a group of eight bits a byte: E is a sequence of nybbles and F is a sequence of
bytes. The thing is, if we write the content of E or F to the CD surface we get the same bits (and hence the same
pits and lands) as if we write D: it just depends on how we group them together.

Armed with the knowledge we now have about representing numbers, we can also use a short-hand to
write each group as a decimal number. For example

G = 〈3(10), 81(10)〉

can be reasonably interpreted as the same sequence as F, and hence D, because

〈1, 1, 0, 0, 0, 0, 0, 0〉(2) ≡ 1 · 2 + 1 · 1 = 3(10)
〈1, 0, 0, 0, 1, 0, 1, 0〉(2) ≡ 1 · 64 + 1 · 16 + 1 · 1 = 81(10)

As an exercise, look at the four groups of four bits in E: see if you can work out the equivalent of G for this
sequence, i.e., what would the same decimal short-hand look like?

The upshot of this is that we can describe the CD content in a variety of different ways on paper, even
though when we talk about actually writing them onto the CD surface everything must be a sequence of bits.
All we need to be careful about is that we have a consistent procedure to convert between different ways of
describing the CD content.

Implement
(task #1)

Actually working through examples is really the only way to get to grips with this topic.
Convince yourself you understand things so far by

• converting the decimal literal 31(10) into binary, then

• converting the binary literal 01101111(2) into decimal.

Research
(task #2)

Another representation of integers used by Computer Scientists, often as a short-hand for
binary, is base-16 or hexadecimal. Do some research on this representation, and try to explain
it within the general framework used for decimal and binary above. Also, explain

1. how we can cope with the fact that we only have ten digits (i.e., 0 to 9) but hexadecimal
needs 16, and

2. how and why it acts as the short-hand described.

2 Data compression

Even though it is intended as an amusing example, there are serious points we can draw from our previous
discussion of text messaging:

• The topic of data compression has a golden rule which, roughly speaking, says to replace long things
with shorter things. We can clearly see this going on, for example we have used the short symbol “@” to
represent the longer sequence of characters “at”.
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• How were we able to compress and decompress the text at all? Partly the answer is that we know what
English words and sentences mean; we can adapt our compression scheme because of this knowledge.
However, in many situations we are just given a long binary sequence with no knowledge of what it
means: it could represent an image, or some text for instance. In such a case, we have no extra insight
with which to adapt our compression method; we only have the raw bits to look at.

• The fact that we can find a good scheme to compress the text is, in part, because the English language is
quite redundant; this is a fancy way to say some things occur more often than others. So for example, if
you look at this Chapter then you would see that the sequence of characters “compression” appears quite
often indeed: if we apply the golden rule of data compression and replace “compression” with some
short symbol, e.g., ‘@’, then we will make the document quite a bit shorter.

• The final thing to note is the difference between lossless and lossy compression. If we compress something
with a lossless compression scheme and then decompress it, we always get back what we started with.
However, with lossy compression this is not true: such a scheme throws away data thought not to matter
in relation to the meaning. For example, if we had a sequence of ten spaces, throwing away nine of them
still means the text is readable even though it is not the same.

You may have come across lossy and lossless compression when dealing with digital photographs. When
storing or editing the resulting image files, one usually stores them in the jpeg or jpg format; this is a standard
produced by the Joint Photographic Experts Group (JPEG) [12]. Such a file usually compresses the image, but
it does so in a lossy manner: some information is thrown away. The advantage of this approach is that the file
can be smaller: much of the information in the image is so detailed our eyes cannot see it, so any disadvantage
is typically marginal.

Research
(task #3)

There are plenty of good software tools for manipulating images, and many of them are free;
a good example is The GNU Image Manipulation Program (GIMP)

www.gimp.org

Using such a tool, load a photograph and then save various versions of it: if you use JPEG
as the format, you should be able to alter the compression ratio used, and hence the quality.
What is the smallest sized version (on disk) you can make? At what point does the image
quality start to degrade past what you find acceptable? Does the answer to these questions
change if you use a different photograph?

Armed with this knowledge we can be a bit more specific about how to treat the CD content: we want a
non-adaptive, lossless compression scheme. Put more simply, we want to take some binary sequence X and,
without knowing anything about what it means, compress it into a shorter sequence X̄ so that later we can
recover the exact original X if we want to. This will basically mean we can write more data onto the surface
of our CD (i.e., longer films, larger files, more music or whatever), though we need to work harder to access it
(i.e., decompress it first).

2.1 A run-length based approach

Imagine we wanted to write a decimal sequence

X = 〈255, 255, 255, 255, 255, 255, 255, 255〉

onto a CD. The number 255 is repeated eight times in a row: we call this a run [17], each run has a subject (i.e.,
the thing that is repeated, in this case 255) and a length (i.e., how many times the subject is repeated, in this
case 8). Of course, you might argue that this is a contrived example: how likely is it that 255 will be repeated
again and again in real CD content? Actually, this happens more often that you would think. Going back to
the example, imagine we wrote a digital photograph onto the CD where numbers in the sequence X basically
represent the colours in the image; if the image has a large block of a single colour then the colour value will
repeat many times. Another example is English text; although it is uncommon to have a run of more than two
identical characters in a word (for example “moon” is possible with a run of two ‘o’ characters), sometimes
there is a long run of spaces to separate words or paragraphs.

For the sake of argument, imagine there is at least a fair chance of a run occurring from time to time: how
can we compress a run when we find one? Think about a simple question: which is shorter, X or a description
of X written as

“repeat 255 eight times” .
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Probably it is hard to say since we know how to write numbers onto the CD, but not the description of X. So
we need to invent a scheme that converts the description into numbers we can write to the CD; imagine we
choose to represent a run description as three numbers where:

1. the first number (the escape code) tells us we have found a run description rather than a normal number
and therefore need to take some special action (here we use the number 0 as the escape code),

2. the second number tells us the length of the run, and

3. the third number tells us the subject of the run.

Using this scheme, we can compress our sequence X into the new sequence

X̄ = 〈0, 8, 255〉

where 0 tells us this is a run, 8 tells us the run length is eight and 255 tells us the number to repeat eight times
is 255. Compressing X into X̄ is a matter of scanning the original sequence, identifying runs and converting
them into the corresponding description. To decompress X̄ and recover X we simply process elements of the
compressed sequence one at a time: when we hit a 0 we know that we need to do something special (i.e.,
expand a run description specified by the next two numbers), otherwise we just have a normal number.

However, there are two problems. First, since our scheme for describing runs has a length of three, it does
not really make sense to use it for runs of length less than three. Of course, runs of length one or zero do not
really make sense anyway, but we should not compress runs of length two because we would potentially be
making the compressed sequence longer! To see this, consider the sequence

Y = 〈255, 255〉.

Our compression scheme would turn this into

Ȳ = 〈0, 2, 255〉,

which is longer than the original sequence! In short, we are relying on the original sequence containing long
runs, the longer the better: if it does not, then using our scheme does not make sense.

Second, and more importantly, what happens if the original sequence contains a 0? For example, imagine
we want to compress the sequence

Z = 〈255, 255, 255, 255, 255, 255, 255, 255, 0, 1, 2〉

with our scheme; we would end up with

Z̄ = 〈0, 8, 255, 0, 1, 2〉.

When we read Z̄ from the CD and try to decompress it, we would start off fine: we would read the 0, notice
that we had found a run description with length 8 and subject 255, and expand it into eight copies of 255. Then
there is a problem because we would read the next 0 and assume we would found another run with length 1
and subject 2 which is not what we meant at all. We would end up recovering the sequence

Z′ = 〈255, 255, 255, 255, 255, 255, 255, 255, 2〉,

which is not what was originally compressed.
To fix things, we need to be a bit more clever about the escape code. One approach is to compress a “real

0” into a run of length one and subject 0. With this alteration we would compress Z to obtain

Z̄ = 〈0, 8, 255, 0, 1, 0, 1, 2〉

which will then decompress correctly. However, this is a bit wasteful due to two facts: first we know it does
not make sense to have a run of length zero, and second if the run length was zero there would be no point
having a subject since repeating anything zero times gives the same result. So we could reserve a run length of
zero to mean we want a real 0. Using this approach, we would compress Z to get

Z̄ = 〈0, 8, 255, 0, 0, 1, 2〉.

We can still decompress this correctly because when we read the second 0 and (falsely) notice we have found
a run description, we know we were mistaken because the next number we read (i.e., the supposed run length)
is also 0: there is no need to read a run subject because we already know we meant to have a real 0. In other
words, the sequence 〈0, 0〉 is an encoding of the actual element 0.
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2.2 A dictionary-based approach

A run-length approach is fine if the original sequence has long runs in it, but what else can we do? One idea
would be to take inspiration from our original example of text messaging. Abusing our notation for CD content
for a moment, roughly what we want to do is compress the sequence

X = 〈“are”, “you”, “at”, “home”, “because”, “I”, “want”, “to”, “come”, “over”〉.

The way we did this originally (although we did not really explain how at the time) was to construct and use
a dictionary that coverts long words into short symbols [5]. For example, if we had the dictionary

D = 〈“are”, “at”, “to”〉

then we could compress X into

X̄ = 〈D0, “you”,D1, “home”, “because”, “I”, “want”,D2, “come”, “over”〉.

Essentially we have replaced words in X with references to entries in the dictionary. For example D0 is a
reference to the 0-th entry in the dictionary D so each time we see D0 in X̄, we can expand it out into “are”.

If X̄ is shorter than X, we could claim we have compressed the original sequence; if we choose longer words
to include in the dictionary or words that occur often, we improve how much we compress by. The sanity of
this approach is easy to see if we continue to ignore sequences of numbers and consider some real text from
Project Gutenberg:

http://www.gutenberg.org/

Among a huge number of potential examples, consider the text of The Merchant of Venice by Shakespeare. To
analyse the frequency of words, we will combine some standard commands in a BASH terminal. First we fetch
the text and save it as the file A.txt:

<A.txt 'http://www.gutenberg.org/dirs/etext97/1ws1810.txt'
bash$

The wget command downloads the file containing The Merchant of Venice text from the URL

http://www.gutenberg.org/dirs/etext97/1ws1810.txt

using three options, namely

1. -q tells wget not print out any progress information,

2. -U chrome tells wget to masquerade as the Chrome web-browser so the download is not blocked, and

3. -O A.txt tells wget to save the output into a file called A.txt,

plus the URL
http://www.gutenberg.org/dirs/etext97/1ws1810.txt

Once we have the text, we translate all characters to lower-case so our task is a little easier (i.e., we do not
need to consider the upper-case characters as distinct), and save the result in B.txt. This is achieved using the
following command pipeline

bash$ cat A.txt | tr [:upper:] [:lower:] > B.txt
bash$

where the output of cat (the contents of A.txt) is fed as input to trwhich performs the translation for us; the
output is then redirected into B.txt. In this case, the rule [:upper:] [:lower:] used by tr can be read as
“take upper-case letters, translate them into lower-case equivalents”.

Now we need a way to count the number of occurrences of words. To do this we first use tr to convert all
space characters into EOL characters and delete all punctuation characters; this basically takes the original file
and converts it into a version where there is one word per-line. Finally we remove all punctuation and blank
lines using tr and grep, and save the result as C.txt. In summary we execute the command pipeline:

bash$ cat B.txt | tr [:space:] '
> ' | tr -d [:punct:] | grep -v > C.txt
Usage: grep [OPTION]... PATTERN [FILE]...
Try 'grep --help' for more information.
bash$

To get the actual count, we first sort C.txt then use uniq to count the unique occurrences of each word; we sort
the result and use head to give us the top 31 most used words:
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bash$ cat C.txt | sort | uniq -c | sort -n -r | head -n 31 | paste -s

bash$

This might all seem a bit like magic if you are not used to BASH or the commands themselves. However, the
result we get at the end should be more obviously close to what you would expect. For example the words
used most are things like “the” and “and”. Working down the list we start to find some good candidates for the
dictionary. For example “bassanio” is quite long and also used fairly often, so replacing this with a reference
to the dictionary would be quite effective.

Of course, a largely similar approach is possible when we return to consider sequences of numbers we want
to write onto the CD. Imagine we wanted to write a decimal sequence

Y = 〈1, 2, 3, 4, 5, 5, 5, 5, 1, 2, 3, 4〉

onto a CD. First we construct a dictionary, say

D = 〈〈1, 2, 3, 4〉, 〈5, 5, 5, 5〉〉,

and then compress Y to get
Ȳ = 〈D0,D1,D0〉.

Already we can identify two problems. First, the text messages example was a special case since the dictionary
was actually in the head of the person reading the SMS message: we did not need to include it with the message!
Now things are different. To decompress Ȳ and hence recover Y, we need to write D to the CD as well because
this is the only way to be clear what D0 means. There is a trade-off as a result: the more elements we add to
the dictionary, the more chance we have to compress parts of the sequence but also the larger the dictionary
becomes. Since we need to write the dictionary onto the CD as well as the compressed sequence, identifying
a small set of good candidates for dictionary entries is therefore important, otherwise including the dictionary
will cancel out any advantage (in terms of storage space) we get from the compression process.

Second, D0 is not a number so we cannot currently write it to the CD at all. To solve this, we can use a
similar approach as when we looked at run-length encoding; imagine we choose to represent a reference to a
dictionary entry as two numbers:

1. the first number (the escape code) tells us we have found a dictionary reference rather than a normal
number and therefore need to take some special action (here we use the number 1 as the escape code),

2. the second number tells us the dictionary entry we are referring to.

Returning to the sequence Y, given the dictionary D we could compress Y to give

Ȳ = 〈1, 0, 1, 1, 1, 0〉

where, looking at the first two elements in Ȳ, 1 tells us this is a dictionary reference, and 0 tells us the reference
is to entry 0 (i.e., 〈1, 2, 3, 4〉) for example.

Compressing Y into Ȳ is a matter of scanning the original sequence, identifying good candidates for the
dictionary and converting them into references. Of course this is a bit harder than when we looked at text: given
we are not working with words which we can identify based on spaces around them, how could we decide
〈1, 2, 3, 4〉 is a good candidate? This is beyond the scope of our description; essentially this is the clever part in
any dictionary based approach. We would need to perform a scan of the original sequence to capture statistics
about the content, and construct the dictionary before a second scan performed the actual compression.

To decompress Ȳ and recover Y, we simply process elements of the compressed sequence one at a time:
when we hit a 1 we know that we need to do something special (i.e., replace a reference with an element from
the dictionary), otherwise we just have a normal number. Again, we would need to do the same thing as in the
run-length encoding case to cope with the fact that the escape code 1 might occur in the original sequence; we
need to be able to specify that we meant a “real 1” somehow.

3 Error correction

In the previous Section we looked at two simple schemes for data compression. But recall this was only one
reason that CDs became popular; the other reason was that CDs are less prone to damage than previous media
such as vinyl or cassette tape. Now we need to turn our attention to the detection and correction of errors. To
illustrate the problem, imagine we start off with the short binary sequence

X = 〈0, 1, 1, 1〉

which represents (potentially compressed) binary data we want to write onto a CD. Two types of error might
occur:
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1. There might be permanent errors which occur every time we try to read X. For example, if we scratch the
CD surface then every time we try to read X we get some other sequence because the pits and lands have
been destroyed.

2. There might be transient errors that only occur occasionally when we try to read X. For example, if the
CD surface has dust on it then we might read X incorrectly sometimes and correctly other times when
the dust is displaced.

To cope with this, we would like to construct a scheme with two properties: first we would like to know when
an error has occurred, and second we would like to be able to correct an error once we know it has occurred.
To do this we will add some redundant elements to X in order to produce a new sequence X̂ which is what we
actually write onto the CD.

3.1 An error detection approach

To present an error detection scheme we need to introduce two functions:

1. The Hamming-Weight function [9] counts the number of elements in a binary sequence that are equal to
one. So given that

X = 〈0, 1, 1, 1〉,

for example, this means Hamming-Weight(X) = 3. We can compute this result by just adding all the
elements together, i.e.,

Hamming-Weight(X) =

|X|−1∑
i=0

Xi

so that
Hamming-Weight(〈0, 1, 1, 1〉) = X0 + X1 + X2 + X3 = 0 + 1 + 1 + 1 = 3.

2. The Parity function tells us whether the Hamming-Weight function gives an odd or even result. The idea
relies on the XOR (short for “exclusive-or”) function [7] that is written using the symbol ⊕ and gives us
a single output from two inputs:

x ⊕ y =


0 if x = 0, y = 0
1 if x = 1, y = 0
1 if x = 0, y = 1
0 if x = 1, y = 1

We compute the Parity function by simply XOR’ing all the elements together, i.e.,

Parity(X) =

|X|−1⊕
i=0

Xi

so that
Parity(〈0, 1, 1, 1〉) = X0 ⊕ X1 ⊕ X2 ⊕ X3 = 0 ⊕ 1 ⊕ 1 ⊕ 1 = 1.

In other words, we take the Hamming-Weight function and replace each + with ⊕. As a consequence,
you could also think of the result as being given by

Parity(X) = Hamming-Weight(X) mod 2.

Given a sequence X, an even parity code [16] adds an extra element in order to allow detection of errors.
Starting with X, we compute the extra element

P0 = Parity(X) = X0 ⊕ X1 ⊕ X2 ⊕ X3

and then concatenate it to the end of X to give

X̂ = X ‖ 〈P0〉.

A more concrete example probably makes this easier to understand. If we start with

X = 〈0, 1, 1, 1〉

git # b4055dd3 @ 2019-05-13 13

mailto:dan@phoo.org
mailto:csnps@bristol.ac.uk


© Daniel Page 〈dan@phoo.org〉 and Nigel P. Smart 〈csnps@bristol.ac.uk〉

then since P0 = Parity(X) = 1, the result is a new sequence

X̂ = X ‖ 〈1〉
= 〈0, 1, 1, 1〉 ‖ 〈1〉
= 〈0, 1, 1, 1, 1〉

which we can write onto the CD. Notice that because of our choices, we will always have Parity(X̂) = 0.
Now imagine that sometime after writing X̂ to the CD, we try to read the sequence back again. Unfortunately

there is an error: instead of getting what we expected, i.e., X̂, we get some other sequence X̂′ where the error
has flipped one element from either 0 to 1 or from 1 to 0. For example, we might get

X̂′ = 〈0, 1, 0, 1, 1〉
= 〈0, 1, 0, 1〉 ‖ 〈1〉
= X′ ‖ 〈1〉

How can we detect that the error occurred? Because of the way we added the extra element to X, Parity(X̂′)
should be zero but because of the error it is one: this mismatch shows that an error occurred. Put more simply,
if we recompute

P′0 = X′0 ⊕ X′1 ⊕ X′2 ⊕ X′3
= 0 ⊕ 1 ⊕ 0 ⊕ 1
= 0

then the fact we get 0 as a result signals that an error occurred: this does not match the original P0 we added.
Notice that

• if we read X̂, i.e., there was no error, we can simply strip off the extra element and get back the X we
wanted to read, but

• if we read X̂′, i.e., there was an error, we cannot tell where the error occurred or how to correct it, so we
have to try to reread the CD and hope the error is transient and does not occur again.

This sounds great, but there is a problem: if more than one error occurs then we can be fooled into thinking
that there was no error at all. For example, imagine that two elements are flipped and we read

X̂′ = 〈0, 0, 0, 1, 1〉
= 〈0, 0, 0, 1〉 ‖ 〈1〉
= X′ ‖ 〈1〉

instead of X̂. To check if an error occurred, we compute

P′0 = X′0 ⊕ X′1 ⊕ X′2 ⊕ X′3
= 0 ⊕ 0 ⊕ 0 ⊕ 1
= 1

and are fooled because we get 1 as a result which matches what we were expecting; as a result we use X̂′
thinking it is correct. Clearly detection of more than one error is important in reality, and more complex
schemes that can achieve this goal are possible. But instead we turn our attention to error correction: once we
have detected an error, how can we fix it rather than reread the CD and hope for the best?

Implement
(task #4)

Throughout the above, we used an even parity code. Provided all the working out is consis-
tent, however, there is no reason to prefer this approach over the alternative: an odd parity
code. Reproduce the example above using an odd parity code.

3.2 An error correction approach

The Hamming code [8], named after inventor Richard Hamming, improves on simple error detection mecha-
nisms by allowing the correction of errors once they are detected. This requires more than one element to be
added to the sequence we start with. Hamming used the term (n,m)-code to mean a scheme where there were
n elements in the end result, of which m are the original elements and n − m are added afterwards. Phrased
like this, you could view the original even parity code from above as an (n,n − 1)-code because there were n
elements to start with, and we added n − (n − 1) = 1 element.
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X3

X2

X1X0

Figure 2: A Venn diagram describing the computation of error correction bits in a (7, 4)-code.

We will concentrate on the specific example of a (7, 4)-code introduced in 1950: this starts with a sequence
of four elements and adds three more to realise the error correction scheme. Starting with X, we compute the
three extra elements

P0 = X0 ⊕ X1 ⊕ X3
P1 = X0 ⊕ X2 ⊕ X3
P2 = X1 ⊕ X2 ⊕ X3

and then concatenate them onto the end of X to give

X̂ = X ‖ 〈P0,P1,P2〉.

A reasonable question to ask is why we would choose to compute P0, P1 and P2 like this rather than in some
other way? The choice is explained neatly by placing them into the Venn diagram [20] shown in Figure 2. The
idea is that the three sets in the Venn diagram represent the three extra elements we have computed. Each set
“covers” a different combination of the elements from X: the upper (red) set represents P0 and covers X0, X1
and X3; the lower-left (green) set represents P1 and covers X0, X2 and X3; the lower-right (blue) set represents
P2 and covers X1, X2 and X3. Notice, for example, that the element X0 is only included in the equations for P0
and P1, so it is placed in the intersection of the P0 and P1 sets and hence covered only by those sets. As a result,
if there is an error and X0 is flipped then we know that P0 and P1 will be affected but P2 will not.

Again, a more concrete example probably makes this easier to understand. If we start with

X = 〈0, 1, 1, 1〉

then since
P0 = X0 ⊕ X1 ⊕ X3

= 0 ⊕ 1 ⊕ 1
= 0

P1 = X0 ⊕ X2 ⊕ X3
= 0 ⊕ 1 ⊕ 1
= 0

P2 = X1 ⊕ X2 ⊕ X3
= 1 ⊕ 1 ⊕ 1
= 1

the result is a new sequence
X̂ = X ‖ 〈0, 0, 1〉

= 〈0, 1, 1, 1〉 ‖ 〈0, 0, 1〉
= 〈0, 1, 1, 1, 0, 0, 1〉

which we can write onto the CD.
Now imagine that when we try to read X̂ from the CD, there is again some error: instead of getting what

we expected, i.e., X̂, we get some other sequence X̂′ where one element has been flipped. For example, we
might get

X̂′ = 〈1, 1, 1, 1, 0, 0, 1〉
= 〈1, 1, 1, 1〉 ‖ 〈0, 0, 1〉
= X′ ‖ 〈0, 0, 1〉
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Difference Error
〈0, 0, 0〉 None
〈0, 0, 1〉 X̂′6
〈0, 1, 0〉 X̂′5
〈0, 1, 1〉 X̂′2
〈1, 0, 0〉 X̂′4
〈1, 0, 1〉 X̂′1
〈1, 1, 0〉 X̂′0
〈1, 1, 1〉 X̂′3

Figure 3: A table detailing error correction for the (7, 4)-code.

If we recompute
P′0 = X′0 ⊕ X′1 ⊕ X′3

= 1 ⊕ 1 ⊕ 1
= 1

P′1 = X′0 ⊕ X′2 ⊕ X′3
= 1 ⊕ 1 ⊕ 1
= 1

P′2 = X′1 ⊕ X′2 ⊕ X′3
= 1 ⊕ 1 ⊕ 1
= 1

and match these against the original P0, P1 and P2 we added to X, this shows there is an error: P′0 and P′1 do not
match up with P0 and P1, but P′2 does match P2. Put another way, since we assume only one error has occurred
and we know that the values of P′0 and P′1 are wrong, this means that the error must occur in the upper and
lower-left sets of our Venn diagram; in the same way, because P′2 is correct, this also means that the error did
not occur in the lower-right set. There is only one region of the Venn diagram which is covered by the upper
and lower-left sets yet not by the lower-right set: this corresponds to X0, so it must be X̂′0 which is wrong.

Does this work for all possible errors? Given we originally added three extra elements, i.e., P0, P1 and
P2, we can deal with at most eight possibilities; these are described by the left-hand column in Table 3. Note
that one possibility corresponds to no errors occurring, leaving seven others: intuitively this should seem the
correct number since we have seven bits in which an error could occur. The issue now is to determine how we
can translate the “differences” between P′0, P′1 and P′2 and P0, P1 and P2 into the position of an error as we did
for the example above; the right-hand column in Table 3 describes the correct translation. In our example, the
difference was 〈1, 1, 0〉, i.e., P′0 and P′1 were wrong but P2 was right: the corresponding entry in the table shows
that the error was in X̂′0.

4 Recasting error correction as matrix arithmetic

Another way of thinking about the (7, 4)-code for error correction is that it simply reuses the even parity code
that we used for error detection. In this context, we could say that

〈X0,X1,X3,P0〉

is a codeword for the even parity code on the data 〈X0,X1,X3〉, and likewise both

〈X0,X2,X3,P1〉

and
〈X1,X2,X3,P2〉

are code words on the data 〈X0,X2,X3〉 and 〈X1,X2,X3〉. The idea is to recast this in terms of matrices. If
you have covered matrices before then the following should link the theory you already know to a real-world
application; if not, we try to introduce the theory as we go, but you can skip to the next Chapter if you prefer.

Basically we would like to generalise and extend the (7, 4)-code so far explained in a fairly informal way;
perhaps to send more data per-codeword, or to correct more than one error. Doing this with a Venn diagram
seems unattractive for two reasons

1. for a human, more complicated Venn diagrams (e.g., in more than two dimensions) are hard to draw and
understand, and
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2. on a computer, the concept of using Venn diagrams does not easily map onto the types of operation that
are available.

To combat both problems, we recast and formalise the basic idea, then let Mathematics take care of achieving
the generalisation [2].

4.1 An overview of vectors

A row vector is simply a sequence of elements, e.g.,

~R = (r0, r1, . . . , rm−1) ,

where the number of elements is m; we call m the dimension of ~R. A column vector is similar, except the
elements are written down in a column rather than a row, e.g.,

~C =


c0
c1
...

cn−1

 .
In this case the number of elements in ~C is n, so the dimension of ~C is n. Note that we use lower-case letters for
the vector elements, so, for example, ri is the i-th element of ~R; the reason for this is that we want to use ~R j to
denote the j-th separate vector in some set.

If we take two row vectors (or two column vectors) which have the same dimension, i.e., n = m, we can
combine them together. For example, we can compute a vector addition, where the idea is to add together
corresponding elements of the vectors:

(1, 2, 3) + (4, 5, 6) = (1 + 4, 2 + 5, 3 + 6) = (5, 7, 9) .

Note we cannot add a row vector to a column vector: the operation is only valid when the two vectors
have the same type and dimension. However, if we take a row vector and a column vector which have the
same dimension, we can compute a vector multiplication (or dot product): the idea is to multiply together
corresponding elements of the vectors, and add up all the results. For example

(1, 2, 3) ·

 4
5
6

 = 1 · 4 + 2 · 5 + 3 · 6 = 4 + 10 + 18 = 32.

We can write a more general method

~R · ~C = (r0, r1, . . . , rn−1) ·


c0
c1
...

cn−1

 = r0 · c0 + r1 · c1 + · · · + rn−1 · cn−1 =

n−1∑
i=0

ri · ci,

which captures the same idea more formally. In words, the right-hand side means that for each index i between
0 and n − 1 (i.e., i = 0, i = 1 and so on up to i = n − 1) we add up terms that look like Ri · Ci (i.e., the product of
the i-th elements of ~R and ~C). Note we cannot multiply a row vector and a row vector, or a column vector and a
column vector: the operation is only valid when the two vectors have different types but the same dimension.
Further, we always write the column vector on the right, i.e.,

~R · ~C

is valid, but
~C · ~R

is not. These restrictions can be annoying because sometimes we might want to put the column vector on the
left, or multiply a row vector by another row vector. The solution is to use a vector transpose operation to
translate a row vector into a column vector or vice versa. For example

(1, 2, 3)T =

 1
2
3

 and

 1
2
3


T

= (1, 2, 3)

where the “T” superscript means “apply transpose to this vector”.
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4.2 An overview of matrices

Suppose we have n separate row vectors, each of dimension m; that is, suppose we have ~R1, ~R2, . . . , ~Rn, where
each ~Ri has dimension m. If we write the row vectors above each other, we get a “table” or matrix with n rows
and m columns, i.e., of dimension n ×m. For example, if we take the n = 3 row vectors

~R1 = (1, 2, 3, 4) ~R2 = (5, 6, 7, 8) ~R3 = (9, 0, 1, 2) ,

each of which has dimension m = 4, and write them above each other, we get a matrix

M =

 1 2 3 4
5 6 7 8
9 0 1 2


of dimension 3 × 4. Alternatively, we could construct the same matrix by taking m column vectors, each of
dimension n, and writing them next to each other. For example, if we take m = 4 column vectors

~C1 =

 1
5
9

 ~C2 =

 2
6
0

 ~C3 =

 3
7
1

 ~C4 =

 4
8
2

 ,
each of which has dimension n = 3 and write them next to each other, we again get

M =

 1 2 3 4
5 6 7 8
9 0 1 2

 .
This means a given matrix can be considered either as a collection of row vectors or column vectors.

The vector transpose operation we described previously can also be used to perform a matrix transpose,
i.e., to translate a matrix of dimension n × m into one of dimension m × n. Basically we just apply the vector
transpose to everything: given the matrix above, we see that

MT =

 1 2 3 4
5 6 7 8
9 0 1 2


T

=


1 5 9
2 6 0
3 7 1
4 8 2


because

M =


~R1
~R2
~R3


so

MT =


~R1

T

~R2
T

~R3
T


T

=


(1, 2, 3, 4)T

(5, 6, 7, 8)T

(9, 0, 1, 2)T


T

=




1
2
3
4

 ,


5
6
7
8

 ,


9
0
1
2


 .

Finally, the vector multiplication operation is also useful in the context of matrices since it allows us to define
matrix-vector multiplication. Suppose we have a matrix M of dimension n × m. We compute matrix-vector
multiplication in one of two ways depending on the type of the vector:

1. A row vector ~R with dimension n can be multiplied on the left of the matrix to obtain another row vector
of dimension m. To achieve this, we consider M as a set of m column vectors and compute

~R ·M = ~R ·
(
~C0, ~C1, . . . , ~Cm−1

)
=

(
~R · ~C0, ~R · ~C1, . . . , ~R · ~Cm−1

)
.

Notice that there are m elements in the result, each one computed via the dot product of ~R and one of the
~Ci vectors.

2. A column vector ~C with dimension m can be multiplied on the right of the matrix, to obtain another
column vector of dimension n. To achieve this, we consider M as a set of n column vectors and compute

M · ~C =
(
~R1, ~R2, . . . , ~Rn

)
· ~C =

(
~R1 · ~C, ~R2 · ~C, . . . , ~Rn · ~C

)
.

Notice that there are n elements in the result, each one computed via the dot product of one of the ~Ri

vectors and ~C.
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4.3 Addition and multiplication modulo 2

Recall the XOR function from our discussion of error correction; it gives a single output from two inputs:

x ⊕ y =


0 if x = 0, y = 0
1 if x = 1, y = 0
1 if x = 0, y = 1
0 if x = 1, y = 1

Although it was useful, you might be forgiven for thinking that XOR is a little ad hoc: where does this particular
form come from? Another way of thinking about XOR is that it computes a special type of addition. What we
are doing is called modular arithmetic [15], and we will encounter more formal definitions later in Chapter 7
and Chapter 10. For now, it is enough to think of XOR as addition where we treat all even numbers as 0 and
all odd numbers as 1. In more detail, the four cases above can be described as

0 + 0 = 0 ≡ 0 (mod 2)
1 + 0 = 1 ≡ 1 (mod 2)
0 + 1 = 1 ≡ 1 (mod 2)
1 + 1 = 2 ≡ 0 (mod 2)

Likewise, the AND function

x ∧ y =


0 if x = 0, y = 0
0 if x = 1, y = 0
0 if x = 0, y = 1
1 if x = 1, y = 1

can be described as modular multiplication because

0 · 0 = 0 ≡ 0 (mod 2)
1 · 0 = 0 ≡ 0 (mod 2)
0 · 1 = 0 ≡ 0 (mod 2)
1 · 1 = 1 ≡ 1 (mod 2)

In both cases, when we write x ≡ y (mod 2) this shows the number x on the left is equivalent to the number
y on the right if considered modulo 2. The idea is that we have translated what looked like ad hoc functions
into a more Mathematical setting: the goal is that whereas we previously did all our arithmetic “normally” on
vectors and matrices of numbers, now we can do it all “modulo 2” and work with vectors and matrices of bits
instead.

4.4 Using matrices for error correction

Our original goal was to generalise and extend the (7, 4)-code using the concept of matrices as a formal
underpinning. We now know enough to do just that. First we need to translate the encoding step: consider

G =


1 0 0 0 1 1 0
0 1 0 0 1 1 1
0 0 1 0 1 0 1
0 0 0 1 0 1 1


which we call the generating matrix since it will be used to generate codewords from data; notice it has
dimension 4 × 7. Now suppose we have the data

X = 〈0, 1, 1, 1〉

which matches our original (7, 4)-code example. To compute the codeword X̂, we first write the elements of X
as a row vector and then multiply it on the right by the generating matrix G: all operations on elements are
performed modulo 2. For example

X̂ = ~X · G = (0, 1, 1, 1) ·


1 0 0 0 1 1 0
0 1 0 0 1 1 1
0 0 1 0 1 0 1
0 0 0 1 0 1 1

 = (0, 1, 1, 1, 0, 0, 1) .

As an exercise, to make sure you understand how to multiply a row vector by a matrix, verify that the
calculation above is correct: work out each element in the result long-hand. To get you started, here are the
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first two elements:
X̂0 = 0 · 1 + 1 · 0 + 1 · 0 + 1 · 0 (mod 2)

= 0 (mod 2)
X̂1 = 0 · 0 + 1 · 1 + 1 · 0 + 1 · 0 (mod 2)

= 1 (mod 2)

Next we need to translate the decoding step. This demands a closer look at the generating matrix G, considering
it as two parts:

1. Consider a matrix of dimension d × d whose elements are all 0 except those on the main diagonal [13]
which are 1. This is called an identity matrix [11] and denoted by Id; for example

I2 =

(
1 0
0 1

)
and

I4 =


1 0 0 0
0 1 0 0
0 0 1 0
0 0 0 1

 .
The first, left-hand 4 × 4 part of G is an identity matrix of this type, i.e., the left-hand 4 × 4 sub-matrix is
I4.

2. The second, right-hand 4 × 3 part of G is less structured; we can call this sub-matrix A for short, i.e.,

A =


1 1 0
1 1 1
1 0 1
0 1 1

 .
Using the two parts we can write G as I4 ‖ A, i.e., G is I4 with A concatenated onto the right-hand side of it.
We now form a new 3 × 7 parity check matrix as

H = AT
‖ I3,

i.e., H is AT with I3 concatenated onto the right-hand side of it. In our case this means

H =

 1 1 1 0 1 0 0
1 1 0 1 0 1 0
0 1 1 1 0 0 1

 .
The parity check matrix allows us to perform error detection and correction on the codeword X̂: we take the
codeword and interpret it as a column vector, before computing

~S = H · X̂

which we call the syndrome. As before, all operations on elements are performed modulo 2. If all the elements
in ~S are 0 then no errors have occurred; if S is non-zero however, then it tells us where an error occurred just
as before. For example, suppose we receive the correct codeword

X̂ =



0
1
1
1
0
0
1


.

We compute

H · X̂ =

 1 1 1 0 1 0 0
1 1 0 1 0 1 0
0 1 1 1 0 0 1

 ·


0
1
1
1
0
0
1


=

 0
0
0
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and, since the result is zero, deduce that no error occurred. However, if receive the codeword

X̂′ =



1
1
1
1
0
0
1


that has an error in the first element we compute

H · X̂′ =

 1 1 1 0 1 0 0
1 1 0 1 0 1 0
0 1 1 1 0 0 1

 ·


1
1
1
1
0
0
1


=

 1
1
0

 .

The result we get is non-zero: it is actually equal to the first column vector of the parity check matrix, allowing
us to detect and correct the error.

As an aside, we can recast the parity code (i.e., the error detection scheme) using the same approach. Looking
back, the generating and parity check matrices

G =

 1 0 0 1
0 1 0 1
0 0 1 1


and

H = (1, 1, 1, 1)

reproduce the same properties. As an exercise, work through the original parity check code example and
convince yourself that the syndrome this produces can detect errors but not correct them.

4.5 Generalising the matrix-based (7, 4)-code

We have recast the original (7, 4)-code in terms of matrices, but how can we generalise it? That is, how can we
use the same theory to construct an arbitrary (n,m)-code? In general, for an (n,m)-code we have

G = Im ‖ A

and
H = AT

‖ In−m

where we know what Im and In−m look like, but not the m × (n −m) matrix A. So the generalisation problem
becomes one of trying to find a matrix A which gives us the properties we want, and then a way of interpreting
what the syndrome is telling us. This is far from trivial, but at least it gives us somewhere to start: certainly
this seems more achievable than imagining what multi-dimensional Venn diagrams would look like!

Research
(task #5)

The final paragraph leaves an obvious question open: exactly what properties does A need to
have, and how do we create such a matrix for given values of n and m? Do some research
into this issue, and see if you can produce a working (3, 1)-code or larger (15, 11)-code.
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I have a question/comment/complaint for you. Any (positive or negative) feedback, experience or comment
is very welcome; this helps us to improve and extend the material in the most useful way.

However, keep in mind we are far from perfect; mistakes are of course possible, although hopefully rare.
Some cases are hard for us to check, and make your feedback even more valuable: for instance

1. minor variation in software versions can produce subtle differences in how some commands and
hence examples work, and

2. some examples download and use online resources, but web-sites change over time (or even might
differ depending on where you access them from) so might cause the example to fail.

Either way, if you spot a problem then let us know: we will try to explain and/or fix things as fast as we
can!

Can I use this material for something ? We are distributing these PDFs under the Creative Commons Attribution-
ShareAlike License (CC BY-SA)

http://creativecommons.org/licenses/by-sa/4.0/

This is a fancy way to say you can basically do whatever you want with them (i.e., use, copy and distribute
it however you see fit) as long as a) you correctly attribute the original source, and b) you distribute the
result under the same license.

Is there a printed version of this material I can buy? Yes: Springer have published selected Chapters in

http://www.springer.com/computer/book/978-3-319-04041-7

while also allowing us to keep electronic versions online. Any royalties from this published version are
donated to the UK-based Computing At School (CAS) group, whose ongoing work can be followed at

http://www.computingatschool.org.uk/

Why are all your references to Wikipedia? Our goal is to give an easily accessible overview, so it made no
sense to reference lots of research papers. There are basically two reasons why: research papers are often
written in a way that makes them hard to read (even when their intellectual content is not difficult to
understand), and although many research papers are available on the Internet, many are not (or have to
be paid for). So although some valid criticisms of Wikipedia exist, for introductory material on Computer
Science it certainly represents a good place to start.

I like programming; why do the examples include so little programming? We want to focus on interesting
topics rather than the mechanics of programming. So even when we include example programs, the
idea is to do so in a way where their meaning is fairly clear. For example it makes more sense to use
pseudo-code algorithms or reuse existing software tools than complicate a description of something by
including pages and pages of program listings.

But you need to be able to program to do Computer Science, right? Yes! But only in the same way as you
need to be able to read and write to study English. Put another way, reading and writing, or grammar
and vocabulary, are just tools: they simply allow us to study topics such as English literature. Computer
Science is the same. Although it is possible to study programming as a topic in itself, we are more
interested in what can be achieved using programs: we treat programming itself as another tool.
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